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Abstract—Service-orientation is an emerging paradigm for
building complex systems based on loosely coupled components,
deployed and consumed over the network. Despite the original
intent of the paradigm, its current instantiations are limited to
a single trust domain (e.g., a single organization). Also, some
of the key promises of service-orientation - such as the dynamic
orchestration of externally provided software services, using run-
time service discovery and deployment - are still unachieved. One
of the main reasons for this is the trust gap that normally arises
when software services, offered by previously unknown providers,
are to be selected at run-time, without any human intervention.

To close this gap, the concept of machine-readable security
certificates (called asserts) has been recently introduced, which
paves the way to automated processing about security properties
of services. Similarly to current security certification schemes, the
assessment of the security properties of a service is delegated to
an independent third party (certification authority), who issues
a corresponding assert, bound to the service. In this paper, we
propose an architecture, which exploits the assert concept to
realise a certification-aware service discovery framework. The
architecture supports the discovery of single services based on
certified security properties (in additional to the usual func-
tional properties), as well as the dynamic synthesis of service
compositions, that satisfy the given security properties. The
architecture is extensible, thus allowing for a range of domain-
specific matchmaking components, to cover dimensions related to,
e.g., performance, cost and other non-functional characteristics.

I. INTRODUCTION

Service-based software systems engineering has emerged as
a paradigm for building complex software systems based on
loosely coupled components, known as software services, that
can be deployed programmatically over networks. Supported
by industry standards for the description of software service
interfaces (WSDL [8]), message based service communica-
tion mechanisms (SOAP [19]), the new paradigm has gained
ground as a way of achieving interoperability. The uptake of
this new paradigm, however, has not been extensive in the case
of software assets that cross organisational boundaries and are
under the control of autonomous parties (service providers)
and as of today is only adopted within highly controlled
environments (e.g., within the IT infrastructures of single
organisations).

One of the main reasons for this limitation is the trust
deficit that normally arises in such circumstances. In particular,
users are concerned about the security of external software

services, which are not under the control of the system
provider (integrator), and about the communications between
their service-based system and these services. Unfortunately,
this lack of centralised control is a typical characteristic of
cloud-based applications.

This security deficit becomes even more significant in cases
where a service-based system needs to consume new services
that are dynamically selected at run-time. This may happen
due to the unavailability of the services that were bound to
the system originally or to their failure to satisfy given system
requirements (e.g., performance). In such cases, beyond the
need to ensure that any new candidate service satisfies the
interface and behavioural conditions, which is a prerequisite
for using it as part of the system, it is also necessary to ensure
that the service satisfies the security requirements associated
with its deployment.

Several techniques have been developed to enable the
dynamic adaptation of service-based systems (SBS) for the
deployment of new services at run-time. These techniques
vary in sophistication, ranging from those supporting the
discovery of single services (e.g., [16], [18], [22], [29]) to
more complex counterparts aiming to creating orchestrations
of more than one services that can replace the one that
has failed [28], [7], [6]. Regardless of their overall aim and
outputs, however, existing techniques fail to provide compre-
hensive support for reasoning about security properties at run-
time and providing the assurance required due the deployment
of new services. This is due to the fact that existing techniques
either do not take security conditions at all into account
or they focus only on the security of the communication
between the service-based systems (SBS) and the externally-
provided service, without considering security properties of the
internal behaviour of the latter (e.g., whether and how it stores
confidential data, whether it communicates confidential data
to third parties, whether it allows unauthorised modifications
to data, and so on). Furthermore, current mechanisms for the
dynamic creation of service orchestrations, as replacements
of single services within a system, fail to ensure that the
resulting orchestration will preserve the security properties of
the original service.

In this paper we propose the architecture of a novel service
discovery platform that aims to bridge these gaps. The key



characteristic of this platform, which is being developed in the
context of the ASSERT4SOA! project, is the use of machine-
readable, signed statements, called asserts [21], that certify the
security properties owned by a service. Similarly to current
security certification schemes, the assessment of the security
properties of a service is delegated to an independent third
party (certification authority), who issues a corresponding
assert, bound to the service. The certification of a security
property in an assert is based on either a formal proof or on
service testing that has been carried out before the certificate is
issued. These formal proofs and tests must have been carried
by the entity who has issued the certificate (e.g., a certification
authority). Differently to existing security certificates (e.g.,
Common Criteria [13]), asserts are represented in a form that
is suitable for automated reasoning and processing. Asserts
include not only the specification of the security property
that they guarantee for the service but also information about
the certification authority that has issued the certificate and
a description of the evidence that underpins it. Hence, the
certificates assumed by our approach provide comprehensive
descriptions of security properties that can be queried and
analysed at run-time by the discovery platform without a need
for human intervention. As a result, they can be successfully
employed in a service discovery platform; based on the infor-
mation encoded into asserts, it is possible to query for services
that satisfy certain security properties, filtering out those that
do not. Also, by reasoning on the content of asserts, such a
discovery system can rank the matching candidate services in
a way that enables automatic service selection at run-time.

The service discovery platform proposed in this paper is
also characterised as follows.

o Its operation is driven by queries specified by SBS
designers during the system development process. These
queries are executed at run-time to discover services
without any further need for human intervention.

« In addition to security properties, it provides support for
assessing interface, functional, quality properties during
run-time service discovery.

o It supports the discovery of single services as well as
service compositions which are synthesised at run-time
based on a given set of composition patterns which are
proven to satisfy given security properties if the individual
services composed by them have certain certified security
properties themselves.

o It advocates an extensible architecture where, in addition
to a built-in set of core matchmaking components for as-
sessing the compatibility of service interface and security
properties, the platform can be extended with domain-
specific matchmaking components for assessing service
quality, behavioural properties, non-functional properties
other than security. Special matchmaking components
may be used for analysing and reasoning about the evi-
dence (proofs, tests) carried by asserts, in cases where this
is necessary for additional assurance in specific domains
or circumstances (e.g., when a specific type of assessment
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is required).

o It supports the execution of service discovery queries
in both reactive and proactive modes, i.e., following a
request by the SBS that acts as a client to the platform to
replace a specific service (reactive mode) or continually
and in parallel with the operation of the SBS in order
to ensure that when the constituent service of the system
for which the query has been constructed becomes un-
available or fails to satisfy the needs of system, e.g., the
terms established in a Service Level Agreement (SLA),
possible replacement services for it will have been already
identified (proactive mode).

The assert-aware service discovery platform, proposed
in this paper, is being developed as an extension of the
SERDIQUEL run-time service discovery system described
in [28], [29]. Hence, the main contribution of this paper is
to integrate and extend the original SERDIQUEL architecture
to provide the features listed above.

The remainder of the paper is structured as follows. In Sec-
tion II, we present a sample motivating scenario highlighting
the shortcomings of discovery as it is commonly exposed by
today’s systems and suggesting a potential application of our
proposal. In Section III, we describe the high-level architecture
of the service discovery platform and the role of its main
components. Section IV details how these components interact
to realize the discovery and matchmaking functionality. In Sec-
tion V we provide a review of related literature and highlight
our contribution with respect to it. Finally, in Section VI,
we draw some conclusions and outline directions for future
research and developments.

II. MOTIVATING EXAMPLE

SecureMail Inc.? offers customizable e-mail services over a
cloud-based infrastructure. Customers use SecureMail services
by accessing a SBS that offers basic e-mail messaging func-
tionality; such an SBS can be customised by adding one or
more complementary add-ons, provided over the cloud, offered
and run as services by third parties, in order to have a mes-
saging service tailored the specific needs of each customer. As
an example, users may pick an antivirus add-on for detecting
malicious attachments, a spam-filter to reduce unwanted mails,
an add-on to support digital signing of messages, and a backup
function to archive old messages in a reliable, searchable, and
secure way.

SecureMail offers to users an interface whereby they can
specify what added functionality they need, as well as the se-
curity preferences referred to each of these functionalities. For
example, a customer may indicate that only antivirus products
that are certified by a particular certification agency should
be used. Additionally, both the anti-virus and the anti-spam
functions should only be delegated to third-party providers
that are certified as being capable of communicating with
SecureMail’s servers through an strongly encrypted channel.
Also, they must ensure that the privacy of the customer is

2This is an imaginary company name, invented for the purposes of this
paper.



preserved by disallowing any use of the content of his/her e-
mails. Finally, the backup of messages should be performed
in such a way that the backup is encrypted on SecureMail’s
server before being sent over the network to the storage server,
in order to ensure that the contents of the messages is kept
confidential. The price, availability and overall performance
of each individual add-on service may be different, and the
customer can specify his/her preferences also about these
aspects.

Based on all these preferences (functional, security-related,
and other extra-functional constraints) the e-mail service of-
fered by SecureMail discovers and presents to the user only
the best available add-on service for each of the additional
functions chosen by the customer, by taking into account
his/her security preferences. Also, based on these preferences,
it can act as a transparent delegate agent for the customer,
by selecting and connecting dynamically to alternate services
in case a better match if found during run-time (e.g., an
alternative anti-spam service, with higher privacy guarantees,
or one with different but equivalent guarantees, but lower price
or better performance).

III. ARCHITECTURE OVERVIEW

The service offered by imaginary company SecureMail, as
described in the previous section, relies heavily on the exis-
tence of an underlying sophisticated discovery platform. Such
platform not only is capable of understanding and processing
discovery requests involving a complex set of dimensions, but
also to be responsive to changes in the landscape of available
services by providing fresh, up-to-date results for a given
query.

This section and the following are dedicated to presenting
a high-level architectural view of a discovery system that is
capable to address scenarios such as the SecureMail one.
In particular, we describe the key functionalities that the
architecture is meant to provide and how these functionalities
are allocated to the fundamental components. The next section
concentrates on describing the mechanisms underlying the
matchmaking functionality. Throughout this and the follow-
ing section, we refer to the component diagram depicted in
Figure 1.

A. Key functions

In a nutshell, the architecture presented in this paper is

meant to provide a comprehensive framework through which
the full life-cycle of services with asserts can be managed,
spanning assert issuing and management, assert-aware discov-
ery and matchmaking, assert verification, and finally service
consumption. At a very abstract level, the components that
make up the architecture can be partitioned into a few coarse-
grained functional areas, as outlined below.
Assert issuing and management. These components (upper-
left dashed box in Fig. 1 and Registration Manager in the
bigger dashed box) include the tools and user interfaces
that allow assert issuers and managers to create asserts and
to manage their life-cycle (i.e., their issuing, update, and
revocation).

Query handling and notification management. Queries
coming from consumers are interpreted and then used as the
basis for governing the overall discovery and matchmaking
process. As part of the query handling, the system provides
different interrogation mechanisms. More precisely, besides
the basic request-response interaction, a publish-subscribe
interrogation style is supported. In the latter case, the query
handling function is also responsible for creating a response
channel corresponding to each query, whereby results are
pushed to the interested consumers.

Service discovery and matchmaking. This functionality
represents the core of the system. Its overall functioning is
ensured by a Discovery Manager, which acts as a coordinator
of several different subsystems, including the matchmaking
subsystem, the composition manager, as well as the registry
abstraction layer.

Consumer-side and boundary elements. On the consumer
side (upper-right dashed box in Fig. 1) a consumer agent and
a few additional support elements are deployed. The former
is the the component through which the consumer (typically
a SBA) can interact with the server-side elements of the
system. The support components are dedicated to tasks such
as the consumer-side verification of asserts, the management
of trust relationships with third-party service providers, and
the handling and storage of consumer preferences concerning
security properties. Boundary elements include the server-
side components that are concerned with the interaction with
the consumer (Frontend) and with back-end service registries
(Registry Abstraction Layer).

System management and auditing. The architecture pro-
vides management and configuration functionalities, as well
as security-related functions so as to guarantee that the AS-
SERT4SOA framework itself is secure (e.g., by ensuring that
only authorised users can access certain functionalities, and
that any relevant events of the framework are captured in a
secure audit trail).

B. Main components and subsystems

The macro-functionalities outlined above, are detailed in

following, describing the responsibilities of the individual
components. For the sake of conciseness, some inessential
components are left out of this description. Also, in order
not to clutter the diagram in Figure 1, some interfaces have
been represented in an abstract way as dependencies, and
some dependencies have been omitted (e.g., between most
components and the Audit System).
Frontend. This is the common entry-point providing a uni-
form API through with consumer-side and issuer-side com-
ponents can interact with the server-side elements of the dis-
covery system. The Frontend provides access control function-
alities and provides an important source of security relevant
events, that are captured in a secure Audit Trail. Additionally,
the Fronted may offer an interface through which services
can be registered in back-end service registries (although this
functionality is optional, as registration may as well occur
directly at one of the back-end service registries).
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Query Engine. This component is connected to the Frontend
on one side and with the Discovery Manager on the other. It
is in charge for parsing the query coming from the consumer
and passing it on to the Discovery Manager. Queries contain
both a specification of the functionality that candidate services
must offer as well as a set of conditions on their non-
functional properties. The primary concern addressed by this
component is to decouple the query language used by the
service consumer from the language that is used internally by
the ASSERT4S0A framework, and especially by the Discovery
Manager.

Query Subscription Manager. The queries coming from the
client may specify a subscription query; in this case, the query
is continuously evaluated and the client is notified when new
matching services are found. The Query Engine interacts with
the Query Subscription Manager in order to create and manage
query-specific response channels, whereby a consumer can
subscribe to a query and can receive continuous updates as
new matches are found that satisfy that query.

Discovery Manager. Based on the information coming from

client-supplied complex queries, as processed by the Query
Engine, the Discovery Manager coordinates several different
subsystems. Firstly, it uses the Registry Abstraction Layer to
retrieve an initial set of candidate services, based on their
functional description. Secondly, it instantiates a matchmaking
strategy. Such a strategy is basically a description of how vari-
ous types of matchmaking modules should be coordinated and
how their results should be aggregated in order to determine
the final list of candidate services, ranked according to their
degree of fit, to be returned to the consumer. The strategy
and the initial list of services obtained from the Registry
Abstraction Layer represent the other input to the Matchmaking
Subsystem. Finally, the Discovery Manager activates the Com-
position Manager and coordinates its operation as explained at
the end of the next section.

Matchmaking Subsystem. This subsystem is controlled by
the Discovery Manager which activates it by passing as input
(a) an initial set of (functionally matching) candidates, and
(b) a matchmaking strategy (produced based on the contents
of the query). As a result of the matchmaking process, the
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candidate services are filtered (discarding those that do not
match the non-functional requirements) and ranked according
to their degree of fit. Internally, the Matchmaking Subsystem
is organized as a hierarchical, dynamically configurable archi-
tecture. It is hierarchical since a Master Matchmaker controls
a set of Slave Matchmakers and aggregates in a single fit
measure the results coming from each slave; it is dynamically
configurable since the organisation of the slaves is determined
and realised at run-time, based on the matchmaking strategy,
which in turn is determined based on the query.

This design allows each slave to be realised as very tar-
geted, domain-specific evaluator of a particular property or
dimension, whereas the master matchmaker is only concerned
with the coordination of slaves. In this way, additional (or
alternative) slave matchmakers can be plugged into the system,
thus supporting the evaluation of an extensible range of prop-
erties. While the focus of ASSERT4SOA is on security-related
properties, the architecture accommodates a sophisticated co-
ordination of different pluggable matchmaking components,
in such a way that the decision as to which candidate is
to be chosen can be taken on a more comprehensive basis
(e.g., capturing constraints related to performance, availability,
cost, and so on). Slave matchmakers may be provided by
external third-party services, allowing for an additional level
of dynamism and diversity, possibly enhancing availability and
fault-tolerance (although raising, at the same time, additional
security and trust concerns).

Assert Issuing Tool. This component allows assert issuers
to express the results of their assessment as an assert. The
tool provides a graphical user interface that guides the user
(typically a certification authority) in the process, and produces
as output an assert that conforms to the Assert XML-schema
and that is digitally signed by the issuer.

Assert Verifier. The Assert Verification Module is responsible
for checking that an assert is valid. This component is used
both server-side, before the results of matchmaking are pushed
to the consumer, and client-side, where the consumer may
want to check on his/her own the asserts, before consuming
a service. The verification involves several steps. Firstly, the
signature on the assert is checked to ensure the assert is au-
thentic. Secondly, the well-formedness of the assert is verified.
Finally, the credentials of the assert issuer are checked, based
on the preferences of the client (assert consumer).

It is worth noting that, in principle, any entity with a digital
identity can play the role of assert issuer, since an assert is
nothing but a signed statement on the properties of the subject
service. The problem of establishing the trustworthiness of
such a statement, which is fundamental to use asserts in
practice, may be addressed in different ways: for example,

the verification module could verify that the issuer is in
the list of trusted authorities, or that the issuer does have
an accreditation received from a suitable accreditation body.
Although it may seem extreme to allow anybody to play the
role of an assert issuer (i.e., of a certifier), this is very much
like the approach currently accepted for identity certificates.
As of today, anybody can sign identity certificates, where
he/she claims that a certain public key corresponds to a given
“identifier”. And in fact, the decision as to who is trusted
for assigning such certificates is left to the consumers, who
typically express their decision through their web-browser’s
configuration options. This approach, however, may not be
adequate for service-based applications. Such applications
integrate software services of third parties in order to provide
value-adding services to their own users/customers. Hence, the
providers of SBAs have responsibility to undertake certificates
checks, in automated ways whilst their systems are in oper-
ation and in a manner that reduces the risks for the users of
their systems and, therefore, themselves.

Registration Manager. This component is responsible for
publishing certified services on the registries available through
the registry abstraction module and for managing their life-
cycle (e.g., to update or revoke them). The registration module
communicates both with the monitoring and with the auditing
module (to log both functionally- and security-relevant events)
and the authorization module.

Registry Abstraction Layer. The input request as coming
from the Query Engine is split by the Discovery Manager into
two parts that are treated separately: 1) the characterization
of security properties required by the client, and 2) the de-
scription of the interface, functionality and other non-security-
sensitive QoS conditions that are expressed as part of service
discovery queries. Based on the latter, the Discovery Manager
queries in turn the Registry Abstraction Layer to retrieve a set of
candidate services that satisfy the required interface, functional
and non-security characteristics required of services. While
service description may be stored in several (possibly hetero-
geneous) back-end registries, the Registry Abstraction Layer
provides uniform access to such back-end registries, regardless
of the differences in their interfaces and protocols.

IV. DISCOVERY AND MATCHMAKING

In the previous section we introduced, among the others, the
architectural elements related to the discovery and matchmak-
ing functionality. In this section, we concentrate on describing
how these components interact. The principle of discovery and
matchmaking is illustrated as a sequence diagram in Figure 3.
For the sake of conciseness, we omit the Frontend from this
model, and we start the description from the point where the
Query Handler has already been activated by receiving a query,
forwarded by the Frontend.

A query, expressed using SERDIQUEL, contains a precise
specification on the characteristics that must be possessed
by candidate services in order to match the needs of the
consumer. This characterisation covers functional as well as
non-functional (in particular, security) attributes.
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As a first step, the Query Engine activates the Query attached to this layer in accordance with the trust relationship

Subscription Manager, which is responsible for creating a
response channel and a corresponding buffer through which
the results of the query are made available to the client. This
mechanism allows for a pub-sub interaction pattern. In this
way, a client can register for a query and stay funed on the
corresponding response channel, so that it can receive fresh
results as soon as they are produced. Especially, a response
channel of this sort can be seen as a constantly updated pool
of replacement services that match a given query. Also, the
Query Engine takes care of parsing the query in such a way
that it is readily consumable by the Discovery Manager and
the other components that must handle it. In particular, the
information conveyed in the query is decomposed so that the
characteristics related to functional aspects are separated from
those related to non-functional aspects. Also, based on the
contents of the query, each piece of information is augmented
with a specification of the confidentiality level with which it
has to be processed. This allows to determine whether or not
each part of the query can or cannot be forwarded to elements
of the architecture that are provided externally by third parties.

The next step is the activation of the Discovery Manager,
which, as we explain in the following, is the central co-
ordinating element for the realization of the discovery and
matchmaking functionality.

The Discovery Manager forwards the information describing
the functional requirements to the Registry Abstraction Layer.
This information will be effectively handed to the registries

that exists between the client that originated the query and
each of the registries. As a result of this interaction, a set of
candidates matching the functional specification expressed in
the query is returned to the Discovery Manager.

This set of candidates, together with a matchmaking strat-
egy, is then passed to the Matchmaking Subsystem, which
operates on it as described in the previous section. The result
of this step can be seen as a filtering of the candidates that
discards those that do not meet the security assurance required
by the client and that sort those that do match, according
to their degree of fit. The resulting (filtered and ranked)
set is then returned to the Discovery Manager. Finally, the
Discovery Manager pushes these results to the corresponding
response channel. A new discovery and matchmaking can
be activated autonomously by the ASSERT4SOA system on
a periodic basis, according to the request coming from the
client and expressed in the query. Any new results are sent
to the response channel; analogously, those services that did
match the query previously but that no longer do, are removed
from the channel. This may happen, for example, if the assert
associated to a given service has changed, or if a service has
become unavailable in the meantime.

Composition. An important feature of the ASSERT4SOA
framework is its ability to synthesise, on-the-fly, service com-
positions that match a given query. This capability is activated,
in particular, to cope with the case where no single service
can be found that matches the query (because either the



functional or the security characteristics of the candidates do
not match with the query). In this case, the outer optional
fragment in the sequence diagram of Figure 3 is executed.
The Composition Manager explores the space of possible
compositions by applying patterns taken from a library of
pre-defined composition patterns. Each pattern specifies the
preconditions that each of the constituent service must fulfil
as well as the security properties that are guaranteed to
hold for the composite service, based on the assumption
that the preconditions hold. Of course a large number of
possibilities for composition is discarded, but dealing with
arbitrary dynamic compositions, and especially, determining
the properties possessed by such arbitrary compositions, would
be a prohibitively hard problem to address. When a suitable
composition is identified, it is still formulated in terms of
abstract service placeholders. Each of these placeholders need
to be filled in with a concrete service, whose functional and
security characteristics correspond to the requirements of the
composition. This means that for each service placeholder, a
new discovery request is originated and sent to the Discovery
Manager. Each such request is processed as described above,
entailing a retrieval step from the Registry Abstraction Layer
and then a matchmaking step. Of course, recursive activations
of the composition mechanism are possible, although the
allowed levels of nesting of such requests must be kept
to a minimum, as it may have a considerable impact on
the utilization of computing resource and on response time
(parameters determining how composition patterns should be
applied are specified as part of the discovery queries). When
a matching composition is found, it can be returned either
as an abstract composition specification, or as an runnable
composition. In the former case a description of the service
composition, along with the endpoints of suitable constituent
services, is returned to the consumer, who is then responsible
for running the composed service on his/her side. In the
latter case, the discovery framework itself uses its built-in
service orchestrator to realise the composition and to return an
endpoint to the consumer. In this case, the composite service
is consumed as any other (single) service, but it does not have
a real assert, only a dynamically synthesised surrogate (which
we call a virtual assert), derived using the composition rules.

V. RELATED WORK

A key capability in service-based applications is the ability
to discover services that fulfil given functional and quality
properties in automated ways at run-time. This capability is
necessary in order to be able to replace existing services of
a service-based application that might become unavailable or
fail to fulfil the properties required from them due to a variety
of reasons (e.g., context changes, variations in the deployment
conditions of a service etc.).

Run-time service discovery has been the focus of several
strands of work, including approaches supporting the dis-
covery based on service interface, behavioural, and quality
properties as well as combinations of them [12], [18], [25],
[22]. Existing approaches support run-time service discovery
based on the use of information retrieval techniques (e.g.,

[1], [2], [16]), complex graph matching algorithms (e.g., [15],
[12], [28], [29]), or reasoning based on semantic descriptions
of services [3], [15], [16], [17]. Considerable effort has also
been concentrated on support for context awareness in service
discovery, i.e., the ability to trigger the discovery process and
modify the criteria used in it in response to changes in the
deployment context of a service-based application and/or the
services deployed by it [5], [9], [11], [14], [20], [25].

Existing approaches to service discovery can also be distin-
guished into those supporting the discovery of single services
(e.g., [16], [18], [22], [29]) and those supporting the discovery
of compositions of services [28], [6], [7]. The latter approaches
are aimed to cover cases where no single service satisfying a
given request can be located. Despite the existence of several
approaches to run-time service discovery, only few of them
take into account security properties [7], [6], [4], [23] and most
of them concentrate on the discovery of services in ad-hoc
networks [10], [26], [27], [24]. Most of these approaches focus
on securing the discovery process itself [23], [10], [26], [27],
[24] particularly in connection with the discovery of network
services in pervasive environments (e.g., secure publication
of service descriptions, secure requests for service discovery)
rather than being concerned with discovery of services based
on required security properties of these services. Other ap-
proaches focus on the security properties of the services to be
discovered but tend to support only specific kinds properties
(e.g., properties related to the secure interaction with a service,
service support for particular authentication and authorization
mechanisms [7], [6], [4]). Hence existing approaches fail to
provide comprehensive support for more complex security
properties (e.g., confidentiality and privacy preserving storage
of information, internal transactional integrity). Furthermore,
there is limited support for ensuring security in service com-
positions. Some of the work that focuses on composition
(e.g., [7], [6]) is limited, as it does not support the propagation
of the need to satisfy security properties within the constituent
services in a composition.

VI. CONCLUSIONS

In this paper we presented an architecture for an advanced
service discovery system that is capable of processing queries
including constraints on the security assurance level provided
by services. This is made possible by expressing the security
properties of services in a format, defined in the context of
the ASSERT4SOA project, that enables automated processing
of security certificates.

The ambitious vision of the ASSERT4SOA project aims at
overcoming the shortcomings of security certification as it
is meant today, by introducing automated reasoning about
certified security properties, in particular w.r.t. service dis-
covery and matchmaking. The realisation of such vision will
necessarily rely on the development of a reference prototype
implementation of the architecture described in this paper,
which we plan to undertake in the coming months.

The contribution presented in this work presents our initial
results in this direction. It identifies and documents our high-
level architectural design choices, listing the key function-



alities that the ASSERT4SOA framework will provide, and
presenting the architecture in terms of a set of high-level
components as well as the key interactions among them.

At this time, several problems remain open, and they require
to be addressed before ASSERT4SOA can be turned into a
viable technology.

An important fundamental problem to address is the binding
problem. When dealing with the certification of services (as
opposed to software products that are shipped in binary or
source format to the consumers), the binding between an assert
and the certified service is not trivial. In general, without
further assumptions, it is not possible for the consumer to
be sure that the service assessed by the assert issuer (i.e.,
the actual service realisation that the assert refers to) and the
one offered at a given point in time by a service provider are
actually the same piece of software. Exploring which are the
minimal additional assumptions to make in order to ensure
such a binding will be the topic of our future research.

Another challenging issue to address was somewhat hinted
at the end of Section IV. The system we have designed is
meant to be capable of synthesising composite services, based
on composition patterns that are known to preserve (or assure)
certain security properties. As we mentioned earlier in the
paper, the guarantees provided by such a composite service
cannot be supported by a proper assert (signed off-line by an
assert issuer). At the same time, probably it is not realistic
to assume that the entity running the ASSERT4SOA system
be ready to take the responsibility of endorsing a dynamically
synthesised virtual assert, because of the legal implications
and liabilities that this would entail. More in general, our
research agenda includes a more detailed analysis of possible
realistic scenarios and an in-depth reflection about the use-
cases where composition is involved, also with regard to
the trade-offs between accuracy of results (achieved, e.g., by
allowing multiple levels of recursion in the composition) and
performance.
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